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Near	Synonymy
(from	Boleda and	Erk 2015)

• man:

• +human +male +adult ±married

• bachelor:

• +human +male +adult +married

• gentleman,	lad,	chap,	dude,	bloke,	guy:

• +human +male +adult ±?????



Corpus-based	distributed	representations

the tired gentleman sat on the sofa

gentleman

the
tired
sat
on
the
sofa

dinner was over

the guests started leaving

…

…



Men	in	distributed	semantic	space
• man:	woman,	gentleman,	gray-haired,	boy,	person

• gentleman:	gentlewoman,	Hunsden,	Lestrade,	Utterson,	Scotchman

• lad:	boy,	bloke,	scouser,	lass,	youngster

• bloke:	chap,	guy,	***,	***,	fella

• chap:	bloke,	guy,	lad,	fella,	man

• dude:	freakin',	woah,	dorky,	dumbass,	stoopid

• guy:	bloke,	chap,	doofus,	dude,	fella

• bachelor:	bachelor's,	master's,	doctorate,	majoring,	degree



Multimodal	learning
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Abstract
We introduce the task of Visual Dialog, which requires an
AI agent to hold a meaningful dialog with humans in natu-
ral, conversational language about visual content. Specifi-
cally, given an image, a dialog history, and a question about
the image, the agent has to ground the question in image,
infer context from history, and answer the question accu-
rately. Visual Dialog is disentangled enough from a specific
downstream task so as to serve as a general test of ma-
chine intelligence, while being grounded in vision enough
to allow objective evaluation of individual responses and
benchmark progress. We develop a novel two-person chat
data-collection protocol to curate a large-scale Visual Dia-
log dataset (VisDial). Data collection is underway and on
completion, VisDial will contain 1 dialog with 10 question-
answer pairs on all ⇠200k images from COCO, with a total
of 2M dialog question-answer pairs.
We introduce a family of neural encoder-decoder models for
Visual Dialog with 3 encoders – Late Fusion, Hierarchical
Recurrent Encoder and Memory Network – and 2 decoders
(generative and discriminative), which outperform a num-
ber of sophisticated baselines. We propose a retrieval-based
evaluation protocol for Visual Dialog where the AI agent is
asked to sort a set of candidate answers and evaluated on
metrics such as mean-reciprocal-rank of human response.
We quantify gap between machine and human performance
on the Visual Dialog task via human studies. Our dataset,
code, and trained models will be released publicly. Putting
it all together, we demonstrate the first ‘visual chatbot’!

1. Introduction
We are witnessing unprecedented advances in computer vi-
sion (CV) and artificial intelligence (AI) – from ‘low-level’
AI tasks such as image classification [14], scene recogni-
tion [55], object detection [27] – to ‘high-level’ AI tasks
such as learning to play Atari video games [35] and Go [47],
answering reading comprehension questions by understand-

⇤Work done while KG and AS were interns at Virginia Tech.

Figure 1: We introduce a new AI task – Visual Dialog, where an AI
agent must hold a dialog with a human about visual content. We
introduce a large-scale dataset (VisDial), an evaluation protocol,
and novel encoder-decoder models for this task.

ing short stories [15, 57], and even answering questions
about images [4, 32, 41] and videos [49, 50]!
What lies next for AI? We believe that the next genera-
tion of visual intelligence systems will need to posses the
ability to hold a meaningful dialog with humans in natural
language about visual content. Applications include:
• Aiding visually impaired users in understanding their sur-

roundings [5] or social media content [58] (AI: ‘John just
uploaded a picture from his vacation in Hawaii’, Human:
‘Great, is he at the beach?’, AI: ‘No, on a mountain’).

• Aiding analysts in making decisions based on large quan-
tities of surveillance data (Human: ‘Did anyone enter this
room last week?’, AI: ‘Yes, 27 instances logged on cam-
era’, Human: ‘Were any of them carrying a black bag?’),

• Interacting with an AI assistant (Human: ‘Alexa – can
you see the baby in the baby monitor?’, AI: ‘Yes, I can’,
Human: ‘Is he sleeping or playing?’).

• Robotics applications (e.g. search and rescue missions)
where the operator may be ‘situationally blind’ and oper-
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Das	et	al.	2016



No	assumption	about	structure

http://colah.github.io/posts/2015-08-Understanding-LSTMs/



The	agreement	test
Linzen et	al.	2016

RNN	Accuracy

• The	key is on	the	table 99%

• The	length of	the	forewings	is... 90%

• The	landmarks that	this	article lists	here	are... 90%

• The	landmarks this	article lists	here	are... 75%



Statistical	learning	from	big	data

Where	it	doesn't...



Easy	learning	from	explicit	information



Easy	learning	from	explicit	information

• Make	sure	you	saute the	vegetables	before	you	add	them	to	the	mix

• How	do	you	saute them?

• Pre-heat	a	pan	with	just	a	thin	surface	of	oil	over	it...	when	it's	hot,	

add	the	vegetables,	stir,	and	after	30	seconds	or	so	set	to	medium	

heat,	then	keep	stirring	until	they	look	ready...

• Great,	thanks	for	the	advice!



Easy	learning	from	explicit	information

https://www.quora.com/Can-I-do-push-ups-every-day-when-I-
wake-up-If-so-how-many-sets-and-reps



Life	is	a	continuous	stream	of	different	tasks
• Interact	with	objects
• categorize	them
• predict	where	they	will	be	next
• grasp	them	and	manipulate	them
• ...

• Communicate
• ask	for	directions
• engage	in	social/economic	transactions
• write	to	somebody
• read	a	text
• translate	a	text
• ...

• ...



Small	skills	and	their	composition

• Motor	skills

• Segmenting	perceptual	input	into	meaningful	discrete	units

• Naive	physics

• Storing/retrieving	information	from	long-term	memory

• Symbol	manipulation

• Using	a	specific	tool

• Counting

• The	languages	you	speak

• ...



The	small	data	challenge

• Repeat(101,2)

• Reverse(001)

• Concatenate(101,1111)

• Reverse(Repeat(1000,1))

• Concatenate(Reverse(010101),Repeat(001100,3))


