Baroni

Part B1

ALiEN

ERC Advanced Grant 2020
Research proposal [Part B1]
(Part B1 is evaluated both in Step 1 and Step 2,
Part B2 is evaluated in Step 2 only)

Autonomous Linguistic Emergence in Neural Networks
ALiEN
Cover Page:
- Name of the Principal Investigator (PI): Marco Baroni
- Name of the PI's host institution for the project: Universitat Pompeu Fabra
- Proposal duration in months: 60

Deep neural networks (DNNs) are specialized computational models lacking a standard interface. If a
complex task requires different DNNs, an ad-hoc connection must be laboriously designed. Inspired by
human language, ALiEN wants to replace such ad-hoc interfaces with generic communication protocols
optimized for ease of learning by DNNs that might have different architectures and functions. ALiEN
“languages” are not hand-crafted: they emerge by training DNNs to share information through
communication, offering the scalability and robustness to noise that is an asset of learned systems.
A first set of experiments will study, in tightly controlled settings, the impact of input, training
community size and communication channel on the expressiveness and ease of acquisition of emergent
protocols. The emergence of general protocols will be encouraged by a training environment characterized
by varied inputs and interaction among numerous DNNs. The best emerged protocols will also be taught in a
supervised way to new DNNs, with the final aim of establishing a “universal” DNN language. Next, I will
explore how emergent protocols can help interfacing out-of-the box, state-of-the-art DNNs, only requiring
the addition of light input and output layers to existing pre-trained models. Finally, a simplified home
automation use case will demonstrate the usefulness of emergent protocols in a scenario that features some
of the complexities to be expected in real-life applications. The project will also thoroughly analyze the
emerging protocols, with the concurrent aims of i) identifying and favoring features that make them more
expressive and easier to learn; ii) enhancing interpretability; and iii) gathering scientific insights into
communication emergence in a non-human “species”.
All in all, ALiEN will take a first bold step towards enabling autonomous DNN interaction, and thus
genuinely adaptive AI systems.
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Section a: Extended Synopsis of the scientific proposal
High-level vision
Deep neural networks (DNNs) have led to astounding progress in AI ([1]). DNNs, however, are highly
specialized models. When complex tasks require a combination of skills, separate networks are manually
assembled into larger architectures (e.g., [2]). Inspired by the power and flexibility of human language, I
want to endow DNNs with a common communication protocol. I envision a future in which communities
of specialized DNNs will coordinate through a shared “language” in order to autonomously accomplish
complex tasks ranging from taking care of household shopping to the production of industrial goods.
The main idea of ALiEN is to add light input and output communication layers to existing DNN
architectures. These layers are tuned by training two or more DNNs to solve a task together while sharing
information through communication. No direct supervision is provided on the emergent protocol itself,
that evolves to best serve DNNs in solving collaborative problems. By exposing DNNs to a rich
perceptual world through natural images and letting protocols spread through multiple communities of
diverse networks, these protocols will be naturally optimized for the kind of problems DNNs face in real-life
applications (unlike traditional handcrafted AI communication protocols, e.g., [3]), and to be easy to learn
for other DNNs. Once an interface “language” has evolved and stabilized, it can be taught to further DNNs
through supervised learning, moving towards the ultimate goal of a universal DNN communication protocol.
The ultimate DNN communication protocol should eventually support a virtually unlimited set of
functionalities. However, due to feasibility considerations, we must start small. Human language evolution
and acquisition research has highlighted the existence of proto-language stages during phylogenetic and
ontogenetic development, characterized by limited but useful means of expression ([4, 5]). The aim of
ALiEN is to develop a useful DNN proto-language. As I will argue below, a large-scale referential system
supporting the ability to denote objects in the visual surroundings of the DNNs is a natural starting point.
ALiEN will also develop general tools to decode and characterize emergent communication protocols.
This will help to identify features systematically occurring in successful protocols, as well as degenerate
communication strategies. In this way, new training methods can be devised to encourage the former and
discourage the latter. Decoding tools will also ensure that emergent protocols are fully interpretable, in the
spirit of explainable AI ([6]). Last but not least, protocol analysis will provide new evidence for the
interdisciplinary study of the universal properties of communication systems ([7]).
Are ALiEN protocols really “language”?
The ALiEN protocols are much more limited than human language. However, like the latter, they evolve
“naturally” to fit a communicative function ([8]), and they are culturally transmitted from one DNN to the
other, like language partially is ([9]). They share with language the core function of large-scale reference (a
unique human property, [10]), and they should naturally develop other useful linguistic properties, such as
compositionality ([11]). Finally, just like proto-languages and reduced-functionality codes such as pidgins
are stepping stones towards a full-fledged language ([12]), potential ALiEN sequels will expand emergent
protocols to more closely approximate human language. I thus find it useful to look at human language as a
source of inspiration and comparison, and to informally refer to my pursuit as DNN language emergence.
State-of-the-art
ALiEN builds on tremendous progress in deep learning, such as convolutional networks for object
recognition ([13, 14]) and NLP systems extracting knowledge from text ([15, 16]). My goal is to provide a
general glue, a flexible and light interface to allow DNNs to share information almost out of the box.
The ALiEN program is closely related to representation learning ([17]) in wanting to develop
computational representations with properties such as interpretability and support for generalization. I will
draw insights from my long-standing work in the area (e.g., [18, 19]). With respect to traditional
representation learning, ALiEN is novel in its emphasis on interface and shareable representations.
Much work in linguistics, cognitive science, philosophy, game theory and AI (e.g., [7, 20-27]) uses
mathematical models, computational simulations and laboratory experiments to understand language
evolution in multi-agent communities. This is an extremely relevant research line, but ALiEN focus
specifically on endowing state-of-the-art DNN models with a communication protocol, rather than on multiagent communication in general. There has recently been interest in simulating language emergence among
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DNNs. Foundational work includes [28] and our [29] (see [30] for our recent survey of the area). ALiEN
follows up on these studies, with a novel focus and scope.
ALiEN is also closely related to the study of multi-agent systems (e.g., [31, 32]). However, rather than
looking at multi-agent coordination in general, it focuses on the concrete problem of evolving a
communication protocol for independently developed deep networks.
Replacing a multitude of ad-hoc interfaces with re-usable and decodable protocols is an aim aligned with
work on DNN interpretability and explainable deep learning in general ([6, 33]). Emergent protocol
analysis has also broader implications for “cross-species” communication studies ([7, 34-36]). My recent
work exemplifies how analyzing emergent DNN communication can contribute to this area. For example, we
have shown that efficient message encoding is not an intrinsic property of symbolic communication, as
discrete DNN protocols display the opposite “anti-efficient” behavior ([37]). Conversely, just like human
language, emergent protocols spontaneously reduce the complexity of naming systems, suggesting that this
tendency does not depend on biological constraints specific to humans ([38]).
Relation to NLP
Letting DNNs evolve their own communication protocol should be more efficient (training data are
automatically generated) and effective (the protocol will naturally adapt to DNNs’ “innate” preferences)
than teaching DNNs to communicate in a human language. Indeed, in the WP2 experiments below, textprocessing DNNs will use the ALiEN protocol to share information extracted from English text with other
DNNs. Still, there are tight links between ALiEN and NLP: i) NLP know-how informs my computational
and analytical targets (indeed, most of my emergent language work is published in NLP venues); ii)
studying simple emergent protocols should provide insights into what is hard/easy for DNNs tasked with
full-fledged natural language processing (see, e.g., my work on emergent language compositionality: [39]);
iii) it should be easier to teach natural language to DNNs already endowed with their own communication
protocol, rather than from scratch (this was the motivation for my first emergent language study in [29]).
Goals, their novelty and feasibility
Goal 1: Develop and validate techniques to let protocols emerge that support, on a large scale, information
sharing about referents that occur in the DNN environment. The ability to refer to objects plays a central
role in animal communication and child language, and it is at the core of simplified human communication
systems, such as pidgins ([7, 40-42]). It is hard to think of DNN communication applications that do not
require the ability to refer to things. Simple reference is of use on its own in practical scenarios (cf. WPs2-3).
It is moreover a necessary building block for further usages. For example, if we want DNNs to give each
other navigation instructions, we must first endow them with the ability to refer to landmarks along the
navigation paths. Similarly, before DNNs can communicate about object relations, they should be able to
refer to the objects that form such relations. Useful reference must deal with realistic, noisy input
(approximated in ALiEN by real-life pictures and natural sentences) and it should be open-ended, in the
sense that we cannot assume that DNNs will only have to communicate about the closed set of classes they
saw during training. Novelty. Early DNN language emergence studies (e.g., [29, 43], the former from my
lab) demonstrated that DNNs can evolve successful reference to hundreds of object classes presented in reallife pictures. However, interest in the field has largely switched to simplified setups involving
symbolic/artificial inputs (e.g., [39, 44]), trading realism for better experimental control. Specifically,
whether emergent DNN languages can refer to (real-life) object types that were not seen during training is a
new challenge not addressed before. Feasibility. The very novelty of open-ended reference raises feasibility
concerns. The related 0-shot image classification task is still considered an open problem in machine
learning ([45]). Human language solved this problem with words for attributes that can be combined to refer
to new things (“slimy blue insect”). This won’t work in conventional object classification, where models are
taught a closed set of object-level labels. In ALiEN training, we do not constrain emergent messages to
correspond to pre-determined labels. Messages must just allow DNN agents to successfully discriminate
referents (cf. Fig. 1 below; an agent, here, is simply any DNN model interacting with other DNNs). If, during
training, agents must discriminate between a large number of different objects, frequently similar to each
other (e.g., pictures of two dogs), they will naturally be encouraged to communicate about scalable object
attributes rather than high-level classes. Initial evidence from my lab ([39]), albeit limited to symbolic inputs,
confirms that input variety does indeed lead to 0-shot generalization.
Goal 2: To ensure that emergent protocols can quickly be learned by DNNs with different architectures
and functions, including pre-trained DNNs. In a realistic scenario, a community of DNNs, e.g., a set of
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smart home appliances, will share a communication protocol (to be clear: ALiEN does not deal with the
hardware and software complexities of real-life device communication). A new DNN agent joins the
community (e.g., an appliance is replaced by a newer model). The new DNN should be able to quickly pick
up the “local language”. State-of-the-art DNNs come in a large variety of specialized architectures, and it is
becoming increasingly common to use pre-trained instances of certain architectures as ready-made building
blocks of complex models: e.g., CNNs pre-trained on visual data ([46]) and Transformer networks pretrained on text corpora ([47]) are combined in caption generation systems ([48]). I will develop protocol
emergence and sharing methods to allow such pre-trained DNN instances to communicate with little tuning.
I do not expect the ALiEN protocols to always outperform interfaces specifically optimized for a specific
model combination: the aim is instead to develop very general protocols that quickly adapt to arbitrary
DNNs. Novelty. Besides a proof-of-concept study that looked at language spread across same-architecture
DNN populations ([49]), this is an entirely novel topic, and so is the idea to teach an emerged protocol to
new agents through direct supervision (see Methodology below). Feasibility. To make protocols easy for new
DNNs, I will ensure that they are optimized to be easy for many DNNs already during the emergence phase.
To achieve this, a large community of DNNs will be trained together to solve collaborative tasks through the
emergent code, with different pairs of DNNs randomly coupled at each training round. While this strategy
has not been explored before on a large-scale, several small experiments confirm that training many agents in
parallel improves various properties of emergent representations, including transferability ([49-51]). I
obtained a similar result in a pilot study briefly described in B2. Once a good protocol has emerged, it can be
directly taught to new agents through direct supervision on the task of associating inputs/outputs to the
corresponding protocol messages. As the entire protocol emergence process is automated and does not
require manual annotation, huge amounts of training data can be easily generated.
Goal 3: To develop general tools for analyzing protocols, with the aims of decoding them, studying their
properties and improving them. I will collate and extend methods from language evolution/emergence,
representation learning and NLP to quickly profile emergent languages. Novelty. For the first time, these
methods will be systematized in a single toolkit. Feasibility. I build on my long experience in tool
development, see ten-years track record below.
Methodology
Workplan structure. WP1 lays the general foundations by investigating, in a controlled setup, methods to
favor the emergence of protocols that generalize across referents and agents. Practical applications, however,
will impose further demands on the emergent language. WP2 explores how emergent communication can be
added through light interface layers to out-of-the-box, pre-trained, state-of-the-art DNNs. WP3 studies
language emergence in a concrete use case, namely a simplified home automation scenario. WP4 focuses on
protocol analysis. WP5 and WP6 (outlined in B2) oversee public software releases and project management.
Technical notes. Protocols. 4 message types (progressively approximating phoneme strings in human
language): dense and sparse vectors, single discrete symbols, sequences of discrete symbols. All message
types are explored in all experiments. Optimization. In WPs1-2, error is computed with cross-entropy; in
WP3, it is based on a reward function backpropagated with policy gradient methods. In both cases, when
messages are discrete, the error signal is backpropagated through them with either policy gradient methods
or continuous relaxation. In the language emergence phase, no direct supervision is imposed on the
messages, that are indirectly optimized to maximize task success. Supervised protocol training (used to
transfer emerged languages to new agents) relies on a cross-entropy cost function evaluating message
prediction given input and output prediction given message. Both emergent and supervised training are used
in all experiments. Architectures. Detailed in B2. Data. From standard datasets such as ImageNet ([52]) and
MS COCO ([53]). Testing. Together with standard accuracy on held-out materials, I use language layer
tuning to quantify ease of learning by new DNNs: the communication-supporting layers continue being
updated, and time until a target accuracy threshold is reached is measured.
WP1: Growing General Deep Network Languages. To study language emergence in one of the simplest
possible tasks requiring communication-based coordination, I adopt a modern version of the classic signaling
game ([7]), schematically shown in Fig. 1(a). At each round, a DNN is randomly picked to play Sender,
another Receiver. Sender gets a target image as input and it emits a message. Receiver gets the message and
sees the target together with one or more distractors. Receiver must point to the target position. Prior work
(e.g., [29]) suggests that DNNs won’t have problems with the basic game. I will investigate generalization to
i) new referents: agents must point to targets that are instances of classes not seen during training (Fig. 1(b));
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and ii) new agents: different communities of DNN agents are separately trained, and speed of adaptation of a
“migrant” agent to the protocol of the host community is measured (Fig. 1(c)).

Fig. 1. WP1 communication games.

WP2: ALiEN Communication for Pre-trained DNNs. Agents are played by state-of-the-art pre-trained
image (e.g., [54, 55]) and text (e.g., [47, 56]) processors. We use a simplified multimodal information
retrieval setup, due to its similarity to the WP1 game (Fig. 2). Documents are multi-modal objects composed
of an image and a caption (I make no claims concerning the need to capture the deep semantics of the
documents: for my purposes, each document is a single referent, just like the WP1 pictures). A Querier DNN
is given a target document (just image or just caption, depending on DNN type). It sends a message to a
Retriever DNN, who must point at the position of the same document (image or caption, depending on DNN
type) among a list of distractors (only one distractor shown in Fig. 2). Two separate rounds are illustrated in
Fig. 2, where Vision1, Vision2, NatLang1 and NatLang2 are distinct pre-trained models. During training,
only the layers governing message production and processing (EmeLang Encoder and Decoder, respectively,
in cyan in the figure) are updated, leaving pre-trained model cores untouched. The main question is how easy
it is for agents whose protocols evolved in different communities to converge to successful communication.

Fig. 2. Two rounds of the WP2 task. Only the parameters of the cyan components are updated in the simulation.

WP3: The Grocery Challenge. In each turn of this simplified home automation scenario (Fig. 3), a Fridge
agent sees the current state of its stock, represented as a randomly ordered list of food images. A Shopper
agent sees a full list of symbolically represented product classes with current prices. The agents exchange a
variable number of messages, until the Shopper produces, for each product class, the number of items to be
bought, given a fixed budget. The corresponding items are added to the stock, and reward is assigned as a
function of final stock levels. Goods contribute differently to reward, depending both on their count and their
intrinsic value (e.g., milk is more important than peanut butter). I first study language emergence in the basic
two-agent setup, then consider generalization to new agents. The Grocery Challenge features complexities
that will often arise in practice: reward is given for achieving a task distinct from successful communication;
different information exchange strategies might be adopted; different referents are presented together, and
their quantities matter; agents see things in different modalities (pictures vs. symbols); two-way information
exchange (involving multiple conversation turns) is needed for full success; short-term information about
stock and prices must be integrated with long-term knowledge of goods’ values. While ambitious, the
Grocery Challenge is an extension of the setup I studied in [57], making me confident in a positive outcome.
The Challenge will also be proposed as shared benchmark to the emergent language community.
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Fig. 3. A round of the Grocery Challenge.

WP4: ALiEN Analysis. Analysis tools such as diagnostic classifiers ([58]), message disentanglement
measures ([39]) and causal intervention ([59]) will be collated, systematized and applied to WPs1-3 data
(also comparing different message types). Emergent protocol analysis will focus on 3 aspects; i)
understanding which features make a code more/less likely to generalize (to new referents and agents); ii)
message interpretability; and iii) similarities and differences with human language. The aim is both
theoretical (a general understanding of the properties of “neural network language” compared to human
communication) and practical (enhancing interpretability; uncovering desirable features and degenerate
strategies, to devise methods to encourage the ones and discourage the others during language emergence.)
Personnel and infrastructure. Two post-docs (focusing on simulations and analysis, respectively) and 3
PhD students (focusing on pre-trained model simulations, Grocery Challenge and analysis, respectively). All
personnel participate in WPs 1, 5 and 6. The budget will allow me to add 140 high-end GPUs to our
university cluster in order to run the simulations, plus Amazon EC2 compute time.
Impact
ALiEN will trigger a shift in the standard approach to complex deep learning architectures from ad-hoc
interfaces towards flexible connectivity and, ultimately, autonomous agent interaction, a long-term aim of
Artificial Intelligence. The emphasis on shared representations brings a new perspective to representation
learning and interpretability. Furthermore, ALiEN provides cognitive science and linguistics with a new
body of evidence on the limits of communication, and new tools to analyze it.
Coordination between DNN-controlled devices will become a major challenge for industrial deployment
of AI in the coming years. Beyond multiagent information processing and home automation, as directly
simulated in ALiEN, coordination is a pervasive issue. A communication-based approach has recently been
proposed for self-driving cars (e.g., [60]) and robot arms ([61]). The same ideas can be applied to machinelearning components in fields such as communication networks and finance ([62, 63]). ALiEN puts
Europe at the forefront of this important next frontier in AI. Fittingly, it does so by building on the long
European tradition of language evolution studies.
Risk table (B2 presents a more detailed risk table)
Risk

Mitigation actions

Problems generalizing to new referents

Work with (still useful) protocols limited to fixed but large
class set. Explore special training techniques to encourage 0shot generalization.

Problems generalizing to new agents

Explore simplified setups, e.g., limit architecture variety.
Focus on emerged-language supervision.

Language-layer tuning of pre-trained Explore full-architecture re-training (emergent language should
DNNs does not suffice
still have beneficial properties) and simplify. For example,
limit to specific architectures or to visual models only.
DNNs do not learn to play full Grocery Identify problematic aspects and simplify (e.g., simplify value
Challenge
and price structure).
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Section b: Curriculum vitae
PERSONAL INFORMATION
Family name, First name: Baroni, Marco
ORCID: 0000-0001-5066-3580
Date of birth: November 1st, 1970
Nationality: Italian
URL for web site: https://marcobaroni.org/
Google Scholar: https://scholar.google.com/citations?user=l-xu2w0AAAAJ&hl=en
GS indicators (retrieved July 24th 2020): h-index 51 (42 since 2015); tot. citations 14,288 (10,060 since 2015)
Full curriculum: https://marcobaroni.org/baroni_short_cv.html
•

EDUCATION

2000
1997
•

PhD: Department of Linguistics, UCLA (California, USA)
Master: Department of Linguistics, UCLA (California, USA)

CURRENT POSITIONS

2019 –
2016 – 2021
•

PREVIOUS POSITIONS

2006 – 2018
2002 – 2006
2001 – 2002
2000 – 2001

•

ICREA research professor
Department of Translation and Language Sciences, Pompeu Fabra University (Spain)
Research scientist
Facebook AI Research (France)

Associate professor (tenured researcher until Feb 2013)
Center for Mind/Brain Sciences, University of Trento (Italy)
Tenured researcher
SITLEC Department, University of Bologna (Italy)
Researcher
Austrian Research Institute for Artificial Intelligence (Austria)
Computational linguist
Conversay Conversational Computing (Washington, USA)

FUNDED PROJECTS (as PI), FELLOWHIPS AND AWARDS

2015
2011
2014
2010
2010
2009
2007
2005
1995
1993

– 2017
– 2016
– 2018
– 2012
– 2011
– 2000
– 1994

Marie Sklodowska-Curie project (supervisor) (EU)
ERC Starting Grant (EU)
ICT Cost Action (dissemination officer until 2015) (EU)
Google Research Award (USA)
National PRIN project (Italy)
National FIRB project (Italy)
Invited Scholar Fellowship, National Institute for Japanese Language (Japan)
Marco Polo Research Abroad Scholarship, University of Bologna (Italy)
Chancellor Fellowship, UCLA (USA)
EAP Fellowship, UCLA (USA)

Publication awards and nominations: ACL 10-year Test of Time award (2020), ACL 10-year Test of
Time nomination (2020), IJCAI-JAIR 5-Year Best Paper award (2017), EMNLP Best Paper nomination
(2013), WAC4 Workshop Best Paper award (2008)
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SUPERVISION

2019 –
2016 – 2020
2006 – 2017
2002 – 2006
•

1 PhD student (ongoing)
Department of Translation and Language Sciences, Pompeu Fabra University (Spain)
6 researchers, 1 post-doc, 1 PhD student (ongoing), 7 interns
Facebook AI Research (France)
8 post-docs, 8 PhD students (completed), 14 Master students (completed)
Center for Mind/Brain Sciences, University of Trento (Italy)
10 Master students (completed)
SITLEC Department, University of Bologna (Italy)

INSTITUTIONAL TEACHING ACTIVITIES

2007 – 2015
2002 – 2006
•

At the University of Trento: Computational Linguistics, Computational Skills for Text
Analysis, Statistics Practicum, Computational Lexicography, Lexical Semantics,
Introduction to Corpora
At the University of Bologna: Computational Lexicography, Computational Linguistics,
General Linguistics

ORGANISATION OF SCIENTIFIC MEETINGS (selection)

2019

Lorentz Center Workshop on Compositionality in Brains and Machines, co-organizer
(Netherlands)
FAIR Understanding Machine and Human Intelligence Workshop, co-organizer (USA)
NIPS Machine Intelligence Workshop, co-organizer (Spain)
SemEval Task 1, co-organizer (Evaluation of distributed compositional models) (Ireland)

2019
2016
2014
•

REVIEWING ACTIVITIES

2019
2017 – 2021
2014 – 2016
2013
•
•
•
•
•
•

Part B1

Member of the ERC Consolidator Grant SH4 Panel (The Human Mind and Its Complexity)
Editorial Board, Transactions of the Association for Computational Linguistics (TACL)
Editorial Board, Computational Linguistics
Program Chair, *SEM 2013 (Second Joint Conference on Lexical and Computational
Semantics)

Area chair for: ICLR 2021, ACL 2020, EMNLP 2015, EACL 2014, CLIC.it 2014, *SEM 2012
Reviewer of more than 25 research projects, including assignments by the national science councils
of Israel, the Netherlands, Italy, Canada, UK, Belgium, US and by the ERC (starting, consolidator
and advanced grants)
In program committee of 45 conferences and more than 40 workshops
Reviewer of more than 30 journal articles, 1 book and 3 articles in edited volumes
External examiner of 18 PhD candidates in Europe, the UK and the USA
INSTITUTIONAL RESPONSIBILITIES (selection)

2013 – 2020
2011 – 2016
2012 – 2014
2009 – 2013
2007 – 2009

Elected information officer of SIGSEM, the Special Interest Group on Semantics of the
Association for Computational Linguistics
Director of the CLIC laboratory at CIMeC, University of Trento (Italy)
Coordinator of the Language and Multimodal Interaction track of the Cognitive Science
Master program at the University of Trento (Italy)
Coordinator of the BA and MA majors in Philosophy and Informatics at the University of
Trento (Italy)
Elected secretary of SIGWAC, Special Interest Group on the Web as Corpus of the
Association for Computational Linguistics

10

Baroni

Part B1

ALiEN

Appendix: All on-going grants and submitted grants applications of the PI (Funding ID)
On-going Grants (Please indicate "No funding" when applicable):
No funding
Grant applications (Please indicate “No funding” when applicable):
No funding
NB: Since 2016, I have access to Facebook AI Research (FAIR) resources in order to support my
research and I have therefore not applied to other sources of funding since then. I will resign from FAIR
in 2021 in order to fully concentrate on my ICREA professorship at Pompeu Fabra University. ALiEN is
the only funding I am applying to in order to support my research after I leave FAIR. I will thus be fully
committed to the project.
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Section c: Ten years track-record
Publication profile
Publications with ≥100 Google Scholar citations (since September 2010): 17
10 significant publications since Sept. 2010 (GS citation counts in parenthesis, retrieved on July 22nd 2020):
M. Baroni and A. Lenci. 2010. Distributional Memory: A general framework for corpus-based semantics.
Computational Linguistics 36(4), 2020 10-year ACL test-of-time award (700). Significance: Early
work on general-purpose induction of distributed linguistic representations from data, also establishing
the methodology of wide-range linguistic probing of the knowledge encoded in such representations.
M. Baroni and R. Zamparelli. 2010. Nouns are vectors, adjectives are matrices: Representing adjective-noun
constructions in semantic space. Proceedings of EMNLP, 2020 10-year ACL test-of-time award
nomination (497). Significance: Early work on compositionally deriving distributed representations of
phrases, anticipating deep learning models developed for the same purpose.
E. Bruni, N. Tran and M. Baroni. 2014. Multimodal distributional semantics. Journal of Artificial
Intelligence Research 49, 2017 IJCAI-JAIR best paper prize for the preceding 5 years (644).
Significance: The pioneering work of my team on learning multimodal concept representations from
visual and textual data is summarized in this article.
M. Baroni, G. Dinu and G. Kruszewski. 2014 Don’t count, predict! A systematic comparison of contextcounting vs. context-predicting semantic vectors. Proceedings of ACL (1322). Significance: This was
one of the first papers demonstrating the power of new-generation neural-network-based word
embeddings, proposing several tests that became standard in the community.
T. Mikolov, A. Joulin and M. Baroni. 2016. A roadmap towards machine intelligence. Proceedings of
CICLing (90). Significance: An extended “vision” paper on the central role of communication for
flexible AI.
A. Lazaridou, A. Peysakhovich and M. Baroni. 2017. Multi-agent cooperation and the emergence of
(natural) language. Proceedings of ICLR (201). Significance: One of the first papers studying language
emergence among DNNs processing realistic visual input. The literature it spawned constitutes the
starting point of ALiEN.
B. Lake and M. Baroni. 2018. Generalization without systematicity: On the compositional skills of
sequence-to-sequence recurrent networks. Proceedings of ICML (155). Significance: Paper associated
to a successful benchmark that has inspired recent research on DNN linguistic generalization abilities.
A. Conneau, G. Kruszewski, G. Lample, L. Barrault and M. Baroni. 2018. What you can cram into a single
$&!#* vector: Probing sentence embeddings for linguistic properties. Proceedings of ACL (234).
Significance: One of the earliest and most influential papers probing the continuous representations
developed by DNNs for linguistic knowledge.
M. Baroni. 2020. Linguistic generalization and compositionality in modern artificial neural networks.
Philosophical Transactions of the Royal Society B 375 (20). Significance: Invited paper in a prestigious
journal venue in which I take stock of my research on generalization in DNNs, suggesting, in the ALiEN
spirit, that taking a too human-centric view of DNN language might be counterproductive.
R. Chaabouni, E. Kharitonov, D. Bouchacourt, E. Dupoux and M. Baroni. 2020. Compositionality and
generalization in emergent languages. Proceedings of ACL (2). Significance: Very recent paper
exemplifying my ongoing work on DNN emergent language, with a focus on generalization.
Full text of all listed publication available from: http://marcobaroni.org/research.html
Interdisciplinary scope of publications:
The originality of my work rests upon drawing insights from linguistics and cognitive science to improve
NLP and machine learning, an interdisciplinary approach that will also guide ALiEN. Consequently, my
research of the last 10 years has been recognized in different disciplines:
•
•
•

NLP: extensive publications in top venues such as ACL, NAACL, TACL, EMNLP; ACL 10-year testof-time award
Machine learning/AI: publications in top venues such as ICLR, NeurIPS, ICML; IJCAI-JAIR best
paper award
Cognitive Science: publications in the top journals in the field, such as Psychological Review and
Cognitive Psychology
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Linguistics: invitations to publish review articles in Language and Linguistics Compass (twice) and
Annual Review of Linguistics

Selected invited lectures (conferences/advanced schools/departments)
25 in total since Sept 2010: see http://marcobaroni.org/research.html#talks for full list.
•

Invited lecture at the CIFAR/Mila Deep Learning and Reinforcement Learning Summer School,
Canada (2020)
Invited lecture at the MIT Center for Brains, Mind and Machines, USA (2020)
Inaugural lecture of the CCIL Master, Spain (2019)
Invited lecture at the 7th Cambridge Neuroscience Symposium, UK (2019)
Keynote at the 4th ACL Workshop on Representation Learning for NLP (RepL4NLP), Italy (2019)
Invited lecture at the Collège de France, Paris (2018)
Keynote at the 4th Italian Conference on Computational Linguistics (CLIC-it), Italy (2017)
Keynote at the First Conference on Logic and Machine Learning in Natural Language (LaML),
Sweden (2017)
Keynote at the 18th International Conference on Computational Linguistics and Intelligent Text
Processing (CICLing), Hungary (2017)
Inivted talk at the ICML Deep Learning Workshop, USA (2016)
Evening lecture at the 28th European Summer School in Logic, Language and Information (ESSLLI),
Italy (2016)
Joint keynote at *SEM / SemEval, USA (2015)
Keynote at the EMNLP Workshop on Vision and Language, Portugal (2015)
Invited lecture at the Bridging Neural Mechanisms and Cognition FENS Spring Brain Conference,
Denmark (2015)
Keynote at the Conference on Computational linguistics and Intellectual Technologies (Dialogue),
Russia (2014)
Keynote at the Conference on Natural Language Processing (KONVENS), Austria (2012)
Keynote at Computational Linguistics in the Netherlands (CLIN), Netherlands (2012)

•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•

Selected tools and data sets
•
•
•
•
•
•
•

EGG, toolkit for emergent DNN language research: https://github.com/facebookresearch/EGG
SCAN, a benchmark to test DNNs’ compositional generalization abilities:
https://github.com/brendenlake/SCAN
CommAI, an interactive environment to train communication-based AI agents:
https://github.com/facebookresearch/CommAI-env
LAMBADA, a benchmark to test text understanding of DNN language models:
https://zenodo.org/record/2630551#.XxiAkx1S_OR
COMPOSES Semantic Vectors, among the first publicly available high-quality word embeddings:
http://marcobaroni.org/composes/semantic-vectors.html
SICK, an early benchmark to test the textual inference abilities of DNNs:
https://zenodo.org/record/2787612#.XxiAlx1S_OR
MEN, a benchmark to test word similarity in computational models:
https://staff.fnwi.uva.nl/e.bruni/MEN

Gender balance efforts
I strive to achieve gender balance in the heavily male-dominated fields in which I conduct research. 78.5% of
the multiple-author papers I published since September 2010 feature at least one female co-author. 50% of
the hires in my ERC-funded Composes project were women. At Facebook AI Research, 60% of the interns
and PhD students I recruited are women. At FAIR Paris, I organized a well-attended Women in AI event,
and I started a work group on how to improve diversity in intern recruiting.
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