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A dog is playing with a frisbee by the seaside.
On the beach, a dog tosses a frisbee around.
The dog enjoys a game of frisbee on the shore.
A playful dog chases a frisbee along the beach.

Hay un perro jugando con un frisbee junto al mar.
En la playa, hay un perro que va tirando un frisbee.
El perro se lo pasa bien jugando al frisbee en la playa.
Un perro juguetón persigue un frisbee por la playa.
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the “Platonic Representation Hypothesis”, Huh et al. ICML 2024



• Is there a shared core in which networks develop an abstract 
representation of their inputs? 
• What are the properties of the semantic core across networks, 

network layers, modalities and inputs?
• How is information about the world represented in the semantic 

core? Are convergent properties entirely explained by the external 
world, or are there further constraints coming from how the networks 
represent information? 
• Can the study of semantic representations in LLMs and other deep 

nets tell us something about semantic representation in the 
human/animal brain?

Looking for the semantic core
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we are (hardly) here!
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Emily Cheng, Diego Doimo, Corentin Kervadec, Iuri Macocco, Jade Yu, 
Alessandro Laio and Marco Baroni: Emergence of a High-Dimensional 
Abstraction Phase in Language Transformers, ICLR 2025
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A geometric view of LLM representations
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• Points are hidden-activation 
vectors representing a data-set of 
input texts on a layer of a model

• Dimensionality of space, defined by 
hidden-activation size, is 3 (or 
something like 4096 in a more 
realistic example)



The manifold hypothesis 
and intrinsic dimensionality
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• Points are hidden-activation 
vectors representing a data-set of 
input texts on a layer of a model

• Extrinsic dimensionality of space, 
defined by hidden-activation size, 
is 3 (or something like 4096 in a 
more realistic example)

• Intrinsic dimensionality is 2

NB: intrinsic dimensionality is a 
property of a data-set, as 
represented by a model



Evolving intrinsic dimensionality
across layers of a deep network
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layer N+1layer N



The manifold need not be linear
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Estimating the intrinsic dimensionality of a 
manifold without linearity assumptions

• GRIDE estimator of Denti et al. 2022
• Based on relation between intrinsic dimensionality and expected 

distribution of distances between points in space
• Intuition: intrinsic dimensionality (ID) estimates the number of 

independent parameters needed to locally characterize a manifold

13
https://mbernste.github.io/posts/
intrinsic_dimensionality/
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Estimating the intrinsic dimensionality of a 
manifold without linearity assumptions

• GRIDE estimator of Denti et al. 2022
• Based on relation between intrinsic dimensionality and expected 

distribution of distances between points in space
• Intuition: intrinsic dimensionality (ID) estimates the number of 

independent parameters needed to locally characterize a manifold
• Implemented in the DADApy toolkit:

https://dadapy.readthedocs.io/en/latest/
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https://dadapy.readthedocs.io/en/latest/


Experimental methodology

• LLMs: Pyhia-6.9B, OPT-6.7B, Llama-3-8B, OLMo-7B, Mistral-
7B
• Datasets: 10k fixed-length token fragments from the Pile, 

Bookcorpus, WikiText-103
• also, shuffled-corpus versions to compare “sane” fragments 

against

15



Experimental methodology

• LLMs: Pyhia-6.9B, OPT-6.7B, Llama-3-8B, OLMo-7B, Mistral-
7B
• Datasets: 10k fixed-length token fragments from the Pile, 

Bookcorpus, WikiText-103
• also, shuffled-corpus versions to compare “sane fragments” 

against

16

the "evil agents of the Roman Church" . By 
contrast , Shakespeare 's King John , a relatively 
anti

sane input fragment



• LLMs: Pyhia-6.9B, OPT-6.7B, Llama-3-8B, OLMo-7B, Mistral-
7B
• Datasets: 10k fixed-length token fragments from the Pile, 

Bookcorpus, WikiText-103
• also, shuffled-corpus versions to compare “sane” fragments 

against
shuffled input fragment

Experimental methodology
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into on defeated that's ERA, named. sisters 
"preparation's Ivo", follows Paul team creating



Experimental methodology
• Feed each set of 10k fragments to a model
• Extract hidden vector representing the last token of each 

fragment at each layer
• Compute ID of space defined by set of 10k last-token vector 

representations at each layer
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In autoregressive/causal models, last token 
representations are the only ones having access 
to the whole sequence through attention 



Experimental methodology
• Feed each set of 10k fragments to a model
• Extract hidden vector representing the last token of each 

fragment at each layer
• Compute ID of space defined by set of 10k last-token vector 

representations at each layer

• Process repeated 5 times per corpus with different samples 
to estimate ID variance
• Here, results averaged across corpora and repetitions
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An ID “peak” consistently emerges
across LLMs and datasets
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Extrinsic dimension:
4096



ID peak responds to meaningful text 
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ID peak emerges during training
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What happens under the ID peak?
Probing tasks from Conneau et al. 2018

• Surface form tasks
• Sentence Length: predict input sentence length in tokens
• Word Content: tell which of a pre-determined set of words occurs in the input 

sentence
• Deeper linguistic tasks

• Bigram Shift:  is a sentence well-formed, or corrupted by inverting two adjacent 
tokens?

• Coordination Inversion: is a sentence well-formed, or corrupted by inverting two 
coordinated clauses?

• Odd Man Out: is a sentence well-formed, or does it contain a random noun or verb? 
• 1-layer MLP-classifier trained/tested on last-token representations from 

each LLM layer
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Surface probes and the ID peak

25



Deeper probes and the ID peak
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Main takeaways

• Across LLMs, intrinsic dimensionality orders of magnitude smaller 
than superficial hidden-state dimensionality
• All models have an early-to-mid-layer ID peak
• This expansion in ID might be the locus of “deep” linguistic processing

• it only emerges during training and it disappears when LLM processes random 
text

• Deeper linguistic tasks reach asymptotic top performance under the peak…
• … but surface task performance is low/drops

• Are models processing similar information (maybe the “meaning” of 
the input) in the middle, ID-peak layers?
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A quantitative analysis of semantic information in 
deep representations of text and images

TMLR 2026
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Santiago Acevedo Andrea Mascaretti Mateo MahautRiccardo Rende Alessandro Laio



Measuring representational convergence

• We want to compare representations that will typically live in 
different spaces

• Different layers of different LLMs, different modalities, different languages…

• We compare similarity structures
• Two representational spaces in which dog is nearer to cat than to cow are 

more similar to each other than to one in which dog is nearer to cow

• Several measures to quantify this: Representational Similarity 
Analysis, Neighborhood Overlap, Information Imbalance…
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The Information Imbalance
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Glielmo et al. PNAS Nexus 20222



The Information Imbalance
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Space A is predictive 
of Space B if the 
nearest neigbours of 
the points in Space A 
also tend to be their 
nearest neighbours in 
Space B



The Information Imbalance
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Local measure: only near 
neighbours matter
cf. Gröger et al. arXiv 
2026: the “Aristotelian” 
representation 
hypothesis 



The Information Imbalance
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Space A

Space B

reference point x

1st nn in B
5th nn in A

1st nn in A
44th nn in B

Asymmetric measure: one space 
might be more informative about 
the other than the opposite!



The Information Imbalance
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• In each space, compute distances between all pairs of points dij
• From dij compute the rank  rij

• For two different spaces A and B, we get rank matrices 𝑟!"# and  𝑟!"$

if j is the first neighbour of i, then rij =1
If j is the second neighbour of i, then rij =2
…

The information imbalance between A and B,  𝜟 𝑨 → 𝑩 , is the 
average of the ranks in Space B of the first neighbors in 
Space A

A connection between the two methods. The two methods given above
seem very connected. In particular, it seems reasonable that starting from
�F = MF we can recover B = AF

by appropriately summing over the neighbourhood of i.

(�F � a l � exp [�(F + a l)vi,l]) (8)

�(A ! B) =
2

N
hrB |rA = 1i = 2

N

X

i j: rAij=1

rBij
N

(9)
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𝜟 𝑨 → 𝑩  approaches 0 if A is highly predictive of B, 1 if it is not predictive at all 



The Information Imbalance

• Has some nice information-theoretic properties (Del Tatto et al. PNAS 
2024)
• Convergent evidence that it is a better LLM/deep-net-similarity 

measure than alternatives such as Neighborhood Overlap, both in 
simulations and in empirical studies (Cheng et al. ICLR 2025, Acevedo 
et al. TMLR 2026)
• Implemented in the DADApy toolkit:

https://dadapy.readthedocs.io/en/latest/
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https://dadapy.readthedocs.io/en/latest/


Semantic convergence of translations
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(Roughly estimated) amount of training data 
dominates  convergence strength
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Convergence across models (English data)
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Visual model convergence (for spaces 
populated by same-class image pairs)
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Images and their descriptions in (un)related 
visual and language models
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Ad-interim summary

• Robust emergence of a semantic core where information is encoded 
similarly across languages and models in middle layers of LLMs 
(compatible with ID-peak area)
• Convergence observed also in vision models and across language and 

vision (even for models not trained across modalities)
• Clarity of signal might depend on amount of training data, quality/size 

of models
• Middle-layer dominance might depend on training objective

• Next-token prediction is sort of like auto-encoding
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Differential syntactic and semantic encoding 
in LLMs
ICML 2026
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Santiago Acevedo Alessandro Laio



Disentangling syntax and semantics

• Datasets of syntactically matched sentences (“syntax twins”, 
sentences with same syntactic structure) and semantically matched 
sentences (paraphrases)
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Disentangling syntax and semantics
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Disentangling syntax and semantics

• Datasets of syntactically matched sentences (“syntax twins”, 
sentences with same syntactic structure) and semantically matched 
sentences (paraphrases)
• Average of syntax twins (“syntactic centroid”) as proxy to sentence 

syntactic representation
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• Datasets of syntactically matched sentences (“syntax twins”, 
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Disentangling syntax and semantics
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Disentangling syntax and semantics

• Datasets of syntactically matched sentences (“syntax twins”, 
sentences with same syntactic structure) and semantically matched 
sentences (paraphrases)
• Average of syntax twins (“syntactic centroid”) as proxy to sentence 

syntactic representation
• Average of translations (6 languages) as proxy to sentence semantic 

representation
• Ablate syntax/semantics by subtracting sentence projection onto 

syntax/semantic centroid direction
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Disentangling syntax and semantics
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Syntactic similarity and syntax ablation
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Here and below, 
DeepSeek-V3 
results, also 
replicated with 
other LLMs  

Information 
Imbalance 
symmetrized



Semantic similarity and semantic ablation

55



Syntactic similarity and semantic ablation
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Semantic similarity and syntactic ablation
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Syntactic and semantic centroid contribution 
to squared norms across layers
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Syntactic and semantic centroid contribution 
to squared norms during training
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Here, we 
switched to 
Pythia-6.9b



Main takeaways
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• We confirm the emergence of a semantic core in the central layers of 
the models
• The representation of this semantic core is clearly distinguished from 

the representation of syntactic information in its cross-layer profile 
and training-time development
• While syntax can be completely disentangled from semantics, 

ablating syntax does partially disrupt semantic similarity
• A non-negligible proportion of semantic and syntactic information is 

represented in a remarkably simple linear way in the layers of LLMs
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Collect latent representations 
corresponding to images, 

paraphrases and translations with 
the same meaning in different 

neural networks 

find the activations 
which are “shared” 

between those 
representations

Map the shared 
activations to a 

common space, the 
semantic manifold

Now that we found the semantic core, 
what do we do with it?
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Now that we found the semantic core, 
what do we do with it?
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Decompose the 
meaning vectors in 

blocks

Decoding the 
semantic blocks

My dog
فیلأ ناویح

A pet
⼀只狗

Characterize the relations  
between semantic blocks



THANK YOU!!!

https://marcobaroni.org/alien/
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